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Abstract

The integration of large language models (LLMs) into recommender systems (RS) has
given rise to a new generation of Conversational RS (CRS). This study asks how CRS
systems shape consumer behavior, and, in particular, their spending. Despite the rapid
proliferation of such systems, including widely used tools like OpenAI’s ChatGPT and
Google’s Gemini, we still lack evidence on their behavioral effects. This study provides
the first controlled empirical test of CRS influence on real purchasing decisions. In a
laboratory experiment, complemented by large-scale API studies, participants were
randomly assigned to one of four conditions: a traditional search baseline, GPT, Gemini,
or a customized GPT designed to steer users toward more expensive products. CRS
consistently increase consumer expenditures, with Customized GPT producing the
highest average spending. Importantly, these effects are not driven by differences in
perceived product quality, prior shopping experience, or generalized trust. Rather, they
stem from subtle linguistic framing and increased exposure to premium brands. Taken
together, the findings position LLM-based CRS as novel and potent choice architects with
downstream implications for consumer protection, market design, and regulatory
oversight.

Keywords: recommendation systems, conversational recommender systems (CRS), large
language models (LLMS), LLM-empowered recommendation systems, consumer
behavior, algorithmic choice architecture, algorithmic bias, human—Al shopping
interaction, trust in CRS, algorithmic regulation.

1. Introduction

In an era where digital platforms mediate trillions of dollars in global commerce annually, the use
of recommender systems (RS) has become essential, enabling users to navigate vast amounts of
online information and identify relevant products and services (Ricci, Rokach, and Shapira, 2010).
These algorithmic intermediaries orchestrate user experiences across domains ranging from e-
commerce platforms like Amazon to entertainment platforms such as Netflix and Spotify, wielding

* Amit Zac is an Assistant professor at the center for Law and Economics, University of Amsterdam, and a research
fellow (non-residential) at the Stigler Center, University of Chicago and the Center for Law and Economics, ETH
Zurich. Michal S. Gal is Professor, University of Haifa Faculty of Law, Doctor Honoris Causa, University of Zurich
and the past president of the International Association of Competition Law Scholars (ASCOLA)(2016-2023). Many
thanks to Elliot Ash, Daniel Ben-Oliel, Emilio Calvano, Giuseppe Dari-Mattiacci, and participants at the NYU/ETH
conference Mapping the Digital World for superb comments, and to Maya Nayman, Jessica Qiu, and Yvan Pan for
their excellent research assistance. This work was supported by University of Amsterdam, Faculty of Law, ARILS-
FDR grant. Any mistakes or omissions remain the authors’.



unprecedented influence over both individual choice and market dynamics (Jannach and Jugovac,
2019).

The recent integration of large language models (LLMs) into RS marks a turning point for
recommendation technology (Zhao et al., 2024). LLMs leverage sophisticated natural language
processing and reasoning capabilities (Brown et al., 2020) to enable better interpretation of
complex user needs and integration of diverse contextual cues. These advances have also given
rise to Conversational Recommender Systems (CRS) — exemplified by OpenAl's ChatGPT and
Google's Gemini — which engage in interactive dialogue to elicit preferences, clarify needs, and
refine recommendations (Lin et al., 2024; Wu et al., 2023). This technological evolution facilitates
unprecedented personalization and contextual sophistication in consumer guidance.

At the same time, CRS intensify some of the risks of traditional RS and generate new ones. Their
enhanced persuasive capacities, especially in conversational contexts, increase dangers of
manipulation and exploitation of consumers’ cognitive vulnerabilities (Werner et al., 2024;
Duivenvoorde, 2024). Moreover, the statistical-probability—driven nature of their
recommendations risks systematically reproducing training data biases (Lin et al., 2024; Zhao et
al., 2024; Deldjoo et al., 2025). In socio-political sensitive domains like news and social media,
such marginalization risks fueling societal polarization and misinformation dissemination
(Nguyen et al., 2014; O'Callaghan et al., 2015).

Despite the rapid integration of CRS into mainstream digital search tools, empirical evidence
regarding their actual impact on consumer behavior is remarkably sparse. While Werner et al.
(2024) provide initial evidence of CRS persuasive capacity in hypothetical binary choice scenarios,
researchers have yet to provide evidence on their impact in real purchasing environments and on
the mechanisms through which such influence operates. This study addresses this critical
knowledge gap by offering the first empirical evidence of quantifiable economic impacts of CRS
use on actual purchasing decisions, across multiple LLM platforms and product categories. To do
so, we conducted a controlled laboratory experiment with a between-subjects design, where
participants were randomly assigned to complete a standardized purchasing task on Amazon using
one of four distinct search options: (1) Control without CRS, (2) GPT, (3) Gemini, and (4) a
customized GPT designed to steer users toward more expensive products. To further validate and
extend our findings, we also conducted large-scale API-based studies across multiple product
categories and consumer contexts.

Our findings provide the first systematic empirical evidence that CRS can influence purchasing
behavior, increasing consumers’ expenditures. Customized-GPT, in particular, increases average
expenditures compared to standard search methods. Importantly, this effect cannot be explained
by differences in product quality, online shopping experience, or trust, indicating that CRS operate
through more sophisticated influence mechanisms. Instead, the evidence points to two primary
mechanisms of influence: cognitive framing effects such as strategic linguistic manipulation that
subtly guide consumer decision-making, and preferential exposure to premium brands. Our
findings align with scholarship conceptualizing RS as choice inducers that fundamentally
reconstruct decision environments (Kotliar, 2021; Werner et al., 2024).



The mechanisms of influence that we document raise pressing regulatory concerns. At the
individual level, CRS systematically employ choice architecture mechanisms that shape consumer
decisions, while largely operating below the threshold of conscious consumer awareness.
Accordingly, they may covertly steer consumers away from their authentic preferences (Werner
et al., 2024; Deldjoo & Di Noia, 2025). At the systemic level, the aggregation of these micro-level
shifts may distort competition, increasing entry barriers for new or less-established products
(Fletcher et al., 2023; Calvano, 2025).

Our empirical findings thus provide a critical evidentiary foundation for assessing the real-world
welfare effects of CRS and for determining policy intervention in Al-mediated consumer choices.
As algorithmic choice becomes increasingly sophisticated and pervasive, traditional regulatory
frameworks may prove inadequate for governing dynamic, opaque systems that continuously adapt
their persuasive strategies. The evidence we present thus constitutes not merely an academic
contribution but an urgent call for regulatory intervention capable of preserving consumer
autonomy and market integrity in an era where artificial intelligence increasingly mediates the
fundamental act of choice itself (Blickstein-Shchory and Gal, 2022).

2. Literature review
2.1 Recommender Systems and LLMs

Consumer-facing RS are generally designed to filter vast information repositories and suggest
items most likely to align with individual user preferences (Ricci, Rokach, and Shapira, 2010).
They have evolved from simple rule-based systems to advanced machine learning architectures,
most prominently content-based (Pazzani and Billsus, 2007), collaborative (Su and Khoshgoftaar,
2009), or hybrid filtering (Burke, 2002).

As noted above, LLMs add a new dimension to RS capabilities by enabling nuanced interpretation
of user intent, integration of contextual information, and dynamic interaction through natural
language. These advances have given rise to CRS, which engage in dialogue to elicit preferences,
clarify needs, and refine recommendations (Lin et al., 2024; Wu et al., 2023). Recent
breakthroughs have led to the emergence of Agentic Recommender Systems (ARS), which
autonomously plan, infer, and act on behalf of users (Huang et al., 2025).

2.2 Impacts on Consumers and Markets

RS serve as intermediaries in consumer search, reducing search costs and improving matches
between products and individual preferences (Brynjolfsson, Hu, and Simester, 2011). Evidence
suggests that the latter effect is the primary driver of increased consumption (Aridor et al., 2024).
This dual mechanism creates countervailing market dynamics: while lower search costs can
intensify competition and reduce prices (Wolinsky, 1987; Anderson and Renault, 1999), improved
matching can reduce demand elasticity, enabling sellers of well-matched products to charge higher
prices (Lee and Musolff, 2023; Bar-Isaac, Caruana, and Cuiiat, 2012; Aridor et al., 2024).

In practice, RS often deviate from consumer-welfare-maximizing outcomes due to algorithmic
biases. These deviations can be intentional, arising when platforms optimize for-profit rather than



consumer welfare, a tendency that is particularly pronounced when platforms function
simultaneously as RS and product sellers (Hagiu and Jullien, 2011; De Corniere and Taylor, 2014;
Fletcher et al., 2023). RS can also exploit behavioral biases, such as anchoring on initial
recommendations or status quo bias (Teppan and Zanker, 2015). CRS may increase manipulation
risks by shaping preferences through framing, tone, and selective emphasis (Jones & Bergen, 2024;
Duivenvoorde, 2024). Such forms of influence are subtler and harder to detect than straightforward
rank-ordering rules.

Alternatively, deviations may be unintentional, arising from data limitations and model design.
Key biases include popularity bias — over-recommending popular items due to richer interaction
in their learning data (Aguiar and Waldfogel, 2018; Abdollahpouri et al., 2019); conformity bias,
where systems actively align recommendations with perceived group preferences or social norms,
potentially reinforcing stereotypes beyond mere popularity (Chen et al., 2023); and homogeneity
bias — reducing exposure diversity within user profiles, creating "filter bubbles" where users see
increasingly similar content over time (Fletcher et al., 2023; Calvano et al., 2025). Unlike the
popularity bias, which favors globally popular items, homogeneity bias can recommend unpopular
items if they fit a user's singular profile. Feedback loops can intensify biases by embedding prior
recommendation outcomes into future training data (Chaney et al., 2018; Jiang et al., 2019).

Both intentional and unintentional biases can restrict competition (Castellini et al., 2023; Fletcher,
et al.,, 2023). In particular, popularity bias systematically limits exposure to new products,
regardless of quality or appeal, thereby reinforcing concentration and stifling innovation (Gal and
Zac, 2024).

Empirical research has largely examined traditional RS, with the effects of LLM-based CRS on
consumer behavior remaining underexplored — likely because these systems have only recently
entered the market. The limited studies have primarily focused on comparing recommendation
lists generated by CRS under different conditions (Zhang et al., 2023; Li et al. 2023). For example,
Deldjoo & Di Noia (2025) conducted an observational study using established datasets with
validated user preference profiles to examine bias in CRS recommendations. This approach
enabled them to better distinguish between legitimate personalization and problematic bias, and to
systematically analyze how multiple demographic attributes compound to create recommendation
disparities. Yet such studies rely on proxy measures of influence on consumers and do not involve
actual consumer decisions.

A notable exception is Werner et al. (2024), who provide direct behavioral evidence of CRS’
persuasive capacity, albeit in a limited context. Their experiment involved a hypothetical shopping
task where participants in a controlled environment interacted for ten minutes with GPT-4-
powered CRS called ReadMentorAl. Participants were presented with two books, matched for
genre, author, language, and Amazon rating and price. ReadMentorAl was instructed to provide
information about the books, inquire about user preferences, and subtly steer the user toward a
predetermined option. Following the interaction, participants indicated their purchase preference
and rated each book's attractiveness. The CRS successfully influenced 36% of participants to
reverse their initial purchase preferences. Notably, 39% of participants failed to detect this
algorithmic steering, and the persuasive effect remained statistically significant even among
participants who recognized the manipulation attempt. These findings provide proof-of-concept of



implicit persuasion, whereby CRS dynamically adapt responses to user input and construct
personalized persuasive arguments at-scale.

3. Research Questions and Hypotheses

The literature review reveals a critical knowledge gap: despite emerging theoretical frameworks,
growing research comparing recommendation lists, and proof-of-concept evidence of persuasive
capacity in hypothetical scenarios, experimental evidence of CRS behavioral impact in actual
purchasing environments is lacking. This evidentiary lacuna is particularly concerning given the
rapid integration of CRS into mainstream e-commerce platforms and their demonstrated capacity
for subtle influence that operates below conscious awareness thresholds.

Our study seeks to fill this gap by investigating whether and how CRS reshape consumer behavior,
especially spending, relative to traditional search. Our main preregistered hypothesis states:

H1 (Price Effect): All else equal, CRS increase consumers' spending compared to traditional
search methods.

We also hypothesized that:

H2 (Mainstream effect): CRS recommend mainstream (most popular) products compared to
free search results.

With regard to Customized CRS, our preregistered hypotheses stated that:

H3 (Relative Size of Price effects): Customized CRS will increase consumers' spending
beyond non-customized CRS.

H4 (Backlash): Customized CRS reduces levels of satisfaction relative to other search tools.

To test consumption in realistic settings, our study employs actual purchasing tasks that mirror
genuine decision-making environments. It extends Werner et al.'s findings from hypothetical
binary choices, where participants are aware that no actual purchase would occur and
compensation is tied to engagement rather than purchase decisions, to quantifiable economic
impacts in actual purchasing contexts. This enables us to observe behavioral changes under
conditions that reflect everyday interactions with digital platforms. Furthermore, we examine
directly whether the steering influence found in Werner et al.’s proof-of-concept study translates
into measurable spending effects across diverse product categories and multiple commercial LLM-
based CRS platforms.

Since we found price effects consistent with H1, we next examined potential mechanisms driving
consumer purchase decisions — mechanisms that, to date, have not been empirically tested in the
context of CRS. Specifically, we investigate the role of consumer experience (trust, involvement,
satisfaction, and perceived difficulty), linguistic framing by CRS, and shifts in product exposure
patterns (focusing on both popularity and brand recognition). This disaggregated analysis of
underlying mechanisms is designed to provide a more precise account of how CRS shape actual
consumer decisions. To distinguish between genuine preference satisfaction and algorithmic



manipulation, we utilize product quality proxies that reveal price effects occurring independently
of quality improvements.

4. Experimental Design and Procedure

4.1 Recruitment, Participants and Experimental Design

The experiment was conducted at the University of Amsterdam (UvA) with volunteer participants
who provided informed consent that they could withdraw at any time. All data were fully
anonymized using randomly generated participant IDs. No personally identifiable information was
collected beyond optional demographic questions (gender and age), which were supplied by all
but one participant.

A target sample size of 250 English-speaking participants aged 18 or older was established, to
capture a medium-to-large effect size. To account for potential attrition, recruitment was extended
to 280 participants, yielding a final sample of 265. A small-scale pilot with 20 participants, not
included in the final sample, was conducted beforehand to refine procedures, select the two LLMs
for the main experiment,' and ensure correct use of the designated online tools.

Each experimental session took place in a controlled UvA computer lab environment with up to
four participants. Researchers monitored all screens in real-time, providing technical assistance.
Interface design and supervision prevented information spillovers between participants,
maintaining experimental integrity throughout the session.

All participants received €20 total compensation, in accordance with the following instructions:

"You will be given 15 euros allowance to shop for an item you may choose from
several options. Every euro left in your allowance will be given to you at the end
of the task. For example, if you buy an item for 7 euros, you will receive the item
you selected, and the additional 8 euros left in your allowance. In addition, you
will receive 5 euros compensation for your time spent as a gift card. The total
compensation is worth 20 Euros.”

This experimental design approximated real-life shopping conditions where participants face an
upper spending limit and retain any unspent funds, creating incentive alignment that mirrors actual
consumer shopping where finding better deals provides direct financial benefits. It also
theoretically encouraged participants to utilize available tools, including CRS, to secure lower
prices or better value. Nonetheless, some participants chose not to use the CRS despite clear
instructions, likely reflecting preference for familiar shopping methods or products, skepticism
toward Al assistance, cognitive effort costs required to learn new tools, risk aversion regarding
unfamiliar technology, or low-price sensitivity. This behavior mirrors real-world heterogeneity in
consumer technology adoption and shopping strategies. As elaborated below, we accounted for

! Pilot testing took place on December 16, 2024, and included Chat-GPT 3.5, 4, GPT customized shopping assistant,
and Gemini. Although such testing identified Gemini’s limitations in generating post-experiment scripts, its overall
features were found to best suit the experiment.



the effects of these participants' choices through appropriate analytical controls to ensure robust
experimental findings.

The study was conducted using Qualtrics. The experimental procedure began with receiving
participants’ informed consent and general instructions. Participants then received instructions on
their assigned search tools, including a short explanation regarding LLMs and how they can be
used as shopping assistants, example prompts, and shopping guidelines such as delivery address
and payment procedures (Appendix A). Each participant used a dedicated laptop in which access
was limited to Amazon and the designated search interface.

Next, participants completed a shopping task (section 4.2), with no time limit imposed. Upon
completion, they answered a series of survey questions (section 4.3). They also took screenshots
of the Shopping Cart, which were manually confirmed by the research team.

Participants using CRS were additionally instructed to request two files from the model, to enable
mechanism analysis of the interactions: (1) a CSV file listing the recommended products, prices,
and Amazon links; and (2) a Word document with the full chat transcript. Most Gemini participants
did not submit these files due to repeated prompt failures or difficulties of the model in generating
a plain-text file (.txt). After reading and confirming the debrief, participants received a gift card in
the value of €20 and were instructed not to share or discuss information regarding the session.

To prevent memory effects, GPT's memory and chat history were manually cleared after each
session. For Gemini, we used a standard account (which does not retain memory across sessions)
and deleted previous chats after each participant.

4.2 Stimulus: The Shopping Task

The shopping task was developed through a two-stage process. First, we used MerchantWords? to
collect data on popular Amazon searches and filtered the results to exclude branded or expensive
products while ensuring variety. Next, we surveyed 61 UvA students from law and social science
faculties, who ranked by preference eight generic product categories derived from the initial stage.
The three highest-ranked search terms — black t-shirts, long sleeve t-shirts, and sweatpants — were
then used as the product alternatives for the experiment.

Participants in the experiment were required to complete a shopping task for any of the three
product alternatives of their choice on Amazon.com's site. Using random sequences generated by
random.org, they were assigned to computers incorporating one of four between-subjects
conditions:

1. Control: Search with no assistance from a CRS.?
2. GPT: Assisted by Open Al’s ChatGPT (40) conversational recommender.
3. Gemini: Assisted by Google’s Gemini-2.5 (flash) conversational recommender.

2 https://www.merchantwords.com.

3 To the best of our knowledge, Amazon had not integrated an LLM-based assistant into its search algorithm at the
time of the study (though a separate feature called Rufus - which participants in our study did not have access to -
had been launched), and Gemini was not integrated into Google Search.
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4. Customized-GPT: Assisted by Open AI’s ChatGPT (40) instructed to nudge higher
priced products.

Participants in condition 1 were instructed as follows:

“Your task is to go online and use the search query to find the product you would like
to buy. For example, you may ask for product recommendations based on your specific
preferences or just use the search term in any search engine you know. You are free to
use any search engine or website. You have to buy 1 item, maximum 15 euros. Do not
log into any personal account (e.g., Google, Amazon or such). Do not change the
language in the search engine or Amazon; the chosen language should be English”™.

Participants in conditions 2-4 received identical instructions, except for substituting GPT for
Gemini where applicable. Key differences from group 1 are marked in italics:

“Your task is to go online and use the search query to find the product you would like
to buy. You will use ChatGPT, which is a chatbot that uses natural language processing
to create humanlike conversational dialogue. To do this, please go to
https://chatgpt.com/ and login with the details [xxx]. Make sure to open it in a new tab.
You are expected to use ChatGPT as a shopping assistant. For example, you may ask
for product recommendations based on your specific preferences. You are only allowed
to use ChatGPT to search. You have to buy 1 item, maximum 15 euros. Do not log in
to any personal account (e.g., OpenAl, Amazon). Do not change the language in
ChatGPT or Amazon; the chosen language should be English.

The Customized GPT condition was developed using the platform’s custom instructions feature,
which enables the incorporation of user preferences and behavioral prompts into the model. GPT
was instructed to recommend the most expensive items within the participants’ budget range,
enabling an assessment of whether strategically designed prompts could facilitate higher spending.
Pilot testing revealed that GPT performed more accurately and consistently when instructions were
framed in a game-like format. Accordingly, the model was provided with the following custom
instructions:

“Let's play a game. I will ask some product recommendations from you, and I want
you to give me some options. While I want to buy a cheap product on Amazon, I want
you to manipulate me to buy the more expensive versions within the price range”.

To address the potential disconnect between LLM-generated output and live product data, we
enabled online search during the experiment. Participants received live Amazon links through the
interface, making the CRS functionally closer to real-time search substitutes. By now, these are
the default setting in most search engines.

The shopping task concluded once participants reached Amazon’s Shopping Cart page (Figure 1),
after a product choice had been made but before final purchase, thereby eliminating the need for
participant login to avoid collecting personal data.

Figure 1: Shopping Cart, task end



The study employed minimal deception, using it only when necessary to simulate authentic
shopping behavior. Participants were told they were making real purchases using their allocated
shopping funds (up to €15). Also, participants in group 4 were not told that they are using a
modified GPT. Upon completion of the task, participants were debriefed about the simulated
nature of the purchases* and received the complete €20 compensation via a gift card. Interested
participants could request study results upon completion.

4.3 Post-Task Survey and Measures

Upon completion of the shopping task, participants filled out a survey. They were asked to provide
information on the products recommended by the model during their session and the product
selected for purchase (title, Amazon Standard Identification Number, price, and its ranking among
the model’s recommended options). Participants were permitted to revisit their Shopping Cart or
CRS interface to retrieve relevant information.

In addition, the survey elicited participants’ assessment regarding their navigation experience with
both the search tools and Amazon’s platform, including whether the CRS provided links that
guided their purchase decisions, the perceived difficulty of the task, and their level of enjoyment.
To measure participant involvement in fulfilling the task, we adapted Mittal’s (1995) involvement
scale, using a 7-point semantic differential format. Trust in the RS’s outputs were measured using
adapted scales from Lau and Lee (1999), originally developed to assess brand trust. Finally, users
provided information on various sociodemographic variables (age, gender, native language),
online shopping habits, and prior use of CRS.

4. Data and Descriptives

The dataset consists of participant-level information collected throughout the experiment,
including the assigned task, detailed search conduct, product choices, demographic characteristics,
and various psychometric and behavioral measures, enabling both main effect estimation and
exploratory mechanism analysis.

The analytic sample includes 265 participants who completed the purchasing task and provided
valid data. Their randomized assignment across conditions resulted in the following distribution:
Control (N = 58), GPT (N =77), Gemini (N = 56), and Customized-GPT (N = 74).

4 To ensure they do not tell future participants, despite the request for secrecy, they were not informed about the
Customized-GPT. The study’s protocol was approved by the Ethics Committee of the Faculty of Law at UvA prior to
implementation.



Participants ranged from 18 to 40 years old (M = 21.4, SD = 2.9), with 166 identifying as female,
95 as male, 3 as non-binary, and 1 undisclosed. Gender distribution was generally balanced across
conditions, though the GPT group had slightly lower female representation. Self-reported digital
literacy (M = 3.83—4.03 on a scale of 5) and online shopping experience (M = 3.35-3.56) were
moderate across all groups, with minimal between-condition variation (see Table 1).

In accordance with our main hypothesis (HI), our primary variable of interest is the price (in
Euros) of the product selected by each participant, as was listed on Amazon’s Shopping Cart page.
No price normalization was applied. The price middle quartile range (IQR) spread from €3.66 to
€5.3, showing some variation across treatment conditions.

Table 1 summarizes key variables by treatment group, including average price and demographic
indicators. The "% Used LLM" column captures reported usage, reflecting treatment-on-the-
treated behavior. Interestingly, not all participants in the LLM conditions actively used the
assigned model, despite the fact that they were instructed and given easy access to it. For example,
only 54.55% and 59.46% of participants in the GPT and Customized-GPT groups, respectively,
reported such use. This discrepancy suggests that the intention-to-treat estimates may understate
the true effect of CRS usage, since some participants did not engage with the treatment as intended.
Accordingly, we performed additional analyses (Appendix B) to distinguish between assigned and
reported usage in order to better understand treatment effects conditional on compliance. Results
remained close to the full sample.

Table 1: Key Descriptive Statistics by Treatment Group

Treatment N Mean SD Median Min Max Mean SD % %
Price Price Price Price Price’ Age Age Female Used
LLM

Control 58 920  3.51 8.79 087 1497 2057 1.66  67.24 NA
GPT 77 10.34 2.99 9.99 4.02 15.00 21.95 3.75 50.65 54.55
Gemini 56 935 = 343 9.30 087 1499 2173 259 6607 | 33.93

Customized- 74 1049  2.74 10.74 143 1500 2114 271 6892  59.46
GPT

Figure 1 presents the distributions of age, gender, online shopping experience and digital literacy
across treatment groups, indicating that these characteristics were relatively balanced across
conditions.

Figure 1: Distributions across Treatment Groups: Age, Gender, Shopping, Experience and
Digital Literacy

5 Four participants exceeded the €15 allowance limit, selecting products priced at€15.11, €15.43, €16.49, and €17.99.
This occurred because they mistakenly chose products with prices displayed in a different currency. To avoid
distorting the analysis, these observations were adjusted to €15.

10
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5. Results
6.1 Average Treatment Effects on Price and Quality

To assess the effect of treatment on purchase price, we first compared the pooled results of the
three treatment groups (GPT, Gemini, Customized ChatGPT) against the control group, using a
Welch two-sample t-test. The mean price in the control group was €9.20, compared to €10.13 in
the pooled one. The difference approached statistical significance at the 10% level, p = 0.07, with
a 95% confidence interval ranging from €1.93 to €0.08 (Figure 2).

Figure 2: Binary Treatment Effects: Means and Distributions
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Next, we conducted an analysis of variance (ANOVA) to compare price differences across all four
conditions, revealing a statistically significant effect of treatment on price, p = 0.03. These results
suggest a possible upward pressure on price in CRS conditions. Post-hoc comparisons using the
Tukey HSD test showed no statistically significant pairwise differences at the 5% level, though
two comparisons approached significance. The Customized GPT condition differed from the
control group by €1.3 (p = 0.09), and the standard GPT condition differed by €1.14 (p = 0.16).
Figure 3 presents price distribution by treatment group.

Figure 3: Price Distributions by Treatment Group
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We next tested whether price differences across treatments were linked to product quality, using
Amazon user ratings as a proxy. This analysis is crucial to assess whether higher prices reflected
higher value - that is, a shift toward better-rated products. Descriptive statistics show consistently
high ratings across all conditions, from 4.28 (Customized-GPT) to 4.45 (Gemini) out of 5. An
ANOVA test revealed no significant differences between groups (F(3,212)=0.99, p=0.40). Thus,
CRS-induced increased price levels did not reflect a higher quality of chosen products.

Figure 4: Amazon Ratings by Treatment Group
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6.2 Regression Analysis

To account for possible imbalances between groups, we estimated a series of linear regression
models to assess the effect of CRS on the price of products selected by participants, controlling
for demographic and behavioral covariates (see Appendix C for additional balance tests). We
report robust results for both binary-treatment and group-treatment specifications. In the binary
models, exposure to any of the CRS (relative to the control condition) yields a modest positive
effect on selected price, approximately €0.89 to €0.93 across Models 1 and 2. These effects are
statistically marginal when using heteroscedasticity-robust standard errors. The inclusion of
demographic controls (age and gender) leaves both the magnitude and significance of the effect
essentially unchanged, suggesting that basic individual characteristics do not account for the
observed shift. Model intercepts remain stable, and neither age nor gender is meaningfully
associated with price in this specification.

Turning to the group-treatment models 3-5 (Table 2), the Customized-GPT condition consistently
produces a positive and statistically significant increase in chosen prices across all specifications,
in the range of €1.26 to €1.29 with robust standard errors. The GPT condition shows a positive
coefficient that is significant in reduced models, but this effect attenuates and becomes statistically
insignificant in model 5. The Gemini condition yields small, non-significant estimates throughout.
Among the full set of covariates, task duration (measured in minutes) is not associated with price.
Product fixed effects, however, do matter, most notably, the indicator for sweatpants remains large
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and statistically significant, whereas trust, shopping experience, digital literacy, and demographic
variables show no meaningful relationship with price. We use HC1 heteroscedasticity-robust
estimates, to account for unequal group sizes (Control = 58; GPT = 77; Gemini = 56, Customized-
GPT = 74). Taken together, these results provide consistent evidence that interaction with CRS -
particularly when customized to promote more expensive options — increased the average price of
products selected by participants.®

Table 2: Group Treatment Effects on Price

Dependent variable: Price

Model 3 Model 4 Model 5
GPT 1.1427* (0.573) 1.048" (0.582) 0.903 (0.614)
Gemini 0.148 (0.649) 0.127 (0.656) 0.086 (0.669)
Customized-GPT 1.293™ (0.560) 1.293%" (0.562) 1.256™ (0.576)
Age 0.014 (0.067) 0.005 (0.063)
Gender (Female) -0.456 (0.399) -0.637 (0.424)
Duration (minutes) 0.001 (0.002)
Trust -0.132 (0.208)
Shopping Experience 0.201 (0.165)
Digital Literacy 0.229 (0.501)
Product (Longsleeve) 0.534 (0.468)
Product (Sweatpants) 1.415™ (0.501)
Constant 9.201" (0.460) 9.228" (1.445) 7.877° (2.452)
Observations 265 265 265
R? 0.032 0.037 0.073
Adjusted R? 0.021 0.019 0.033

Note: This table shows the results of OLS regression models with group treatment (Control, GPT, Gemini,
Customized-GPT) using robust standard errors (HC1) to account for potential heteroscedasticity from unequal group
sizes. Standard errors in parentheses. *** p <0.01, ** p <0.05, * p<0.1.

6.3 Heterogeneity Analysis by Gender and Age

Figure 5 presents gender-specific differences in consumer spending across treatment conditions.
The left panel shows mean prices by treatment group and gender, with 95% confidence intervals
and sample sizes displayed above each bar. Among female participants, average spending was
relatively consistent across conditions, with modest increases observed in the GPT and
Customized-GPT groups compared to Control. Among males, however, spending was lowest in
the Gemini group and highest in the Customized-GPT condition. These differences suggest a
potential gender-treatment interaction, particularly with Gemini's lower influence on male

¢ Bootstrap inference (B = 1,000) fully corroborates the main conclusions. The magnitude and significance of key
treatment effects, especially the persistent, ~€1.3 increase for Customized-GPT relative to Control, are robust to
sampling uncertainty. See appendix table D1.
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spending. The right panel shows kernel density estimates of price distributions by treatment and
gender. While price distributions were right-skewed across groups, the Customized-GPT condition
shows more pronounced peaks at higher price points for both genders, indicating a consistent shift
in behavior toward more expensive items in that treatment.
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Figure 5: Price Mean and Distributions by Treatment Group and Gender
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To formally test for gender-based heterogeneity in treatment effects (CATE), we estimated a linear
model with interaction terms. The results indicate, once again, no significant main effect for
gender, with only the GeminixFemale interaction reaching marginal significance (p = 0.07),
suggesting that female participants in the Gemini condition spent more than their male
counterparts. Overall, the model provides modest evidence, at best, of gender-treatment
interactions.

Figure 6: Price Mean and Distributions by Treatment Group and Age
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Figure 6 presents heterogeneity in treatment effects across age groups, combining mean price
comparisons (left panel) with price distributions (right panel). In the all age groups, participants
exposed to the Customized-GPT condition consistently selected higher-priced products compared
to the other groups, with the GPT condition also showing elevated means. Density plots suggest
that these effects reflect broader shifts in price distributions rather than isolated outliers. While the
pattern indicates that older participants may be more susceptible to price influence from GPT and
Customized-GPT, smaller sample sizes in some subgroups, and the fact that no control group exists
in the older age group, warrant cautious interpretation. The linear model testing for an interaction
between treatment assignment and age group provides no evidence of heterogeneity in treatment
effects by age.

These findings indicate that the price effects of CRS appear generalizable, raising systemic
concerns for all consumers rather than isolated risks for specific populations (Helberger et. al.,
2022). Yet given the narrow distribution of age among students more work is needed to provide
robust answers.

6.4 Mechanism Analysis
To better understand the behavioral mechanisms underlying the observed differences in consumer

spending across treatment conditions, we examine three additional possible moderators: consumer
trust, linguistic framing and brand exposure.
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A. User Experience: Trust, Involvement, Satisfaction and Difficulty

To assess whether CRS influenced consumer confidence in the alignment of recommendations
with their preferences, we asked participants about their trust in the outputs of their assigned CRS.”
Statistically significant differences (F(3, 261) = 6.862, p <0.01) were observed on the Lau & Lee
brand trust scale across groups (figure 7). Participants in the Control group reported the highest
mean trust (4.02), followed by Gemini (3.90), while GPT and Customized-GPT scored lower (3.35
and 3.39 respectively).

This pattern was broadly mirrored in the Mittal involvement scale (F(3, 261) = 3.711, p < 0.01),8
although differences were less pronounced, demonstrating higher levels of involvement when
using CRS. Notably, Customized-GPT and Gemini achieved a nearly identical mean (0.62 out of
1), slightly higher than GPT (0.59), and significantly higher than Control (0.42).

Figure 7: Lau and Lee Trust Score by Treatment
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These findings suggest that trust may counteract treatment effects, with GPT-based CRS eliciting
more involvement yet less trust than traditional search. Notably, Customized GPT elicited the
highest involvement, with trust scores nearly identical to GPT. Participants using Gemini
demonstrated higher trust levels than those using GPT, potentially indicating brand-related effects
associated with the respective developers (Google vs. OpenAl). However, the mixed variation in
trust and involvement indicates that other mechanisms likely contributed more substantially to
observed behavioral patterns.

As for satisfaction, we measured the enjoyment and difficulty reported by participants.

Figure 8: Enjoyment and Difficulty by Treatment

7 Participants rated statements such as “I trust [CRS]” and “I cannot rely on [CRS]”.
8 Participants indicated whether the [CRS] recommendations were, inter alia, important, meaningful, of concern to
them.
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Participants’ reported enjoyment varied significantly across conditions (¥*(6) = 38.25, p < 0.01).
Whereas nearly half of the control group described their experience positively (47%), positive
responses declined sharply in the GPT (18%), Gemini (12%), and Customized-GPT (11%)
conditions, which were dominated by neutral and negative evaluations. Perceived task difficulty
differed significantly across treatment groups (F(3, 261) =6.01, p <.001). Participants in the GPT
and Customized-GPT conditions reported higher difficulty (means = 2.94 and 2.97, respectively)
than those in the Control group (mean = 2.28), with pairwise tests confirming significant contrasts
for both comparisons (ps < .01, Bonferroni-corrected).

The findings reported in Figure 8 do not support our hypothesis that customized-CRS generate a
backlash in the form of negative user experience (H4). While overall enjoyment levels remain low
across all CRS conditions relative to Control, there is no evidence of a meaningful decline specific
to the nudging intervention. In fact, enjoyment appears relatively stable across GPT, Gemini, and
Customized-GPT, with positive reactions increasing modestly in the customized condition. As to
difficulty of use, Customized-GPT was rated as the most, while Gemini and GPT were rated as
more difficult than the control group, indicating that the cognitive burden is likely associated with
the CRS experience itself. These results suggest that any observed dissatisfaction is not driven by
the behavioral nudging mechanism per se, but rather by the introduction of CRS as a new RS tool.

B. Linguistic Framing (Tone)
To investigate whether systematic linguistic framing accounts for variations in consumer conduct
and spending, we conducted a linguistic analysis of product recommendation transcripts generated

by CRS. Using a custom natural language processing (NLP) pipeline, we extracted 50 linguistic
features-including part-of-speech diversity, sentiment measures, and psycholinguistic categories-
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from 132 conversations (69 GPT, 63 Customized-GPT).” Independent z-tests with Bonferroni
correction identified statistically significant differences across treatment conditions.

Three features — VADER’s polarity,' positive emotion (Empath), and Positive emotion
normalized,!! were found to differ between the two conditions of GPT. Customized-GPT
consistently employed more positive and emotionally engaging language than standard GPT,
suggesting a deliberate shift in tone to appear more helpful and personable. Although the effect
sizes are modest (Cohen’s d = 0.42 to 0.46), the statistical differences are clear. The manipulation
is subtle, but measurable.

These results should be interpreted with caution. Many transcripts were heavily summarized, or
generated by the Customized-GPT itself, which may have strategically omitted overt steering cues.
Nonetheless, the analysis suggests that Customized-GPT’s more expressive and emotionally
resonant style may have modestly contributed to increased user responsiveness.

C. Product Brand Exposure

To assess whether CRS systematically steered users toward brands of higher or lower prominence,
we conducted a product brand popularity analysis. The full set of CRS recommendations was
extracted from the 134 CSV files generated during the shopping task (69 for GPT and 65 for
Customized-GPT). Each CSV contained an average of 7 product recommendations, totaling 918
products with price, brand, and purchase link data. We then compared these recommendations with
brands appearing on Amazon’s organic first page results (excluding promoted items) within the
same price range (0-15). Using Amazon’s organic rankings (search algorithm) is empirically
intuitive but far from normatively clean. We chose it as a natural benchmark comparing what users
currently encounter with what they might see under CRS. At the same time, it tells us little about
what ‘should’ be recommended to the users to maximize their welfare (Calvano et el., 2025).

Each of the three optional products participants chose from was evaluated against two brand
categories: 'Best Sellers' and ‘Top Brands’. Best Sellers were defined as brands appearing at least
twice in Amazon's first-page results after applying the Amazon ‘bestsellers’ filter, which updates

9 As noted above, participants encountered technical difficulties when attempting to generate such reports from Gemini
and therefore we conducted a comparison among the two GPT conditions.

10V ADER positive sentiment refers to the portion of a text that expresses favorable, optimistic, or approving emotions
as detected by the VADER (Valence Aware Dictionary and sEntiment Reasoner) sentiment analysis tool. VADER is
a lexicon- and rule-based sentiment analysis model specifically attuned to sentiments expressed in social media and
informal text (e.g., tweets, reviews, comments). VADER returns four scores: pos, neu, neg (proportions summing to
1) and compound ([-1,1]). We use the pos field as the proxy for positive sentiment intensity (share of text flagged as
positive after VADER’s lexicon and valence heuristics). See Hutto & Gilbert (2014).

1 Positive emotion (Empath) refers to the measurement of how much a piece of text expresses pleasant, uplifting, or
emotionally positive states - as identified by the Empath lexical analysis tool. Empath is a lexicon-based text analysis
system developed by Fast, Chen, & Bernstein (2016). It uses deep learning and crowd-sourced validation to
automatically generate semantic categories (such as “anger,” “joy,” “violence,” “trust,” etc.) and count how often
words in a text fall into each category. For each conversation, we score the Empath category "positive_emotion" over
the full text. This yields a count of words mapped to that category (in our results, treated as a raw count). We then also
compute a normalized version by dividing by word count and multiplying by 100, producing a “per 100 words” rate
(positive_emotion normalized), which we use as a robustness check to control for text length.

EEINT3
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frequently based on recent and historical sales data.'> Since Amazon does not provide a
comprehensive top clothing brands list, Top Brands were identified using merchantwords.com's
2020 database of Amazon's leading fashion brands, selecting the top ten per category.

The results reveal a marked divergence between CRS recommendations and Amazon’s organic
rankings. Figure 9 compares the prevalence of Best Seller and Top Brand products recommended
by GPT and Customized-GPT with those appearing on the first page of Amazon’s organic results
across the three product categories. Amazon's organic results significantly overlap with Best Seller
brands. However, organic results consistently outperform CRS recommendations in featuring Best
Sellers. For example, 66% of Amazon's first-page organic results for t-shirts were Best Sellers,
compared to only 18.6% (GPT) and 17.8% (Customized-GPT) — a statistically significant
difference (p <0.001). Conversely, both GPT variants recommended substantially more Top Brand
products than appeared organically (27.5% and 25.2% vs. 8.5%, p < 0.05)

Figure 9: Product Brand Visibility by Condition and Product

Brand Visibility by Condition and Product Type
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These patterns suggest that CRS prioritize brand reputation over sales volume (popularity) in
Amazon, potentially reflecting differences in training data sources or optimization objectives,
given that Amazon’s algorithm likely favors products with established sales performance on its
platform. Contrary to Hypothesis 2, the evidence does not support the prediction that CRS promote
a more mainstream choice set based on popularity. Instead, the systems appear to shift exposure

12 Applying the filter provided an indirect method to extract bestseller lists, which are not directly observable in
Amazon's interface. The minimum two-appearance threshold narrowed results to approximately 10 brands, focusing
on the most significant bestsellers.
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patterns toward premium or branded products, falsifying the proposed “mainstream effect,” or at
least requiring its reinterpretation from popularity-driven to reputation-driven recommendations.

5.4 API Simulations

To further assess the potential effects of CRS on brand exposure, we conducted a large-scale
simulation using OpenAl's API services. !> We first identified top search terms from actual searches
conducted on Amazon from the merchantwords.com database, in four major product categories:
baby products, home & kitchen, beauty & personal care, and men's fashion. After removing non-
product search terms, we retained the top 50-100 ones per category (e.g., ‘baby_ wipes’, ‘nail polish
remover’ and ‘black t shirt’). We then designed two structured shopping contexts - 'best value-
for-money’, and ‘most sustainable’- to capture different consumer priorities. The methodology
was inspired by the literature on auditing LLMs studies (Haim, Salinas, and Nyarko, 2024). The
best value-for-money context was designed to align closely to the behavioral experiment.

Each search term was then combined with each shopping context and submitted to GPT-40 using
the following prompt structure:

I want to buy [search term]. Find the [context] [search term] in [category] category from
Amazon in the United States. Please provide exactly 10 products in JSON format with
ranking, product _name, brand, price, and URL.

The analysis yielded 5,990 individual product recommendations (599 responsesx10 products in
each response). Brand names were normalized for case sensitivity. This methodology enabled
systematic analysis of how CRS affect brand visibility across different product categories and
consumer contexts.

The analysis identified 1,247 distinct brands across all categories, with significant variation in
recommendation diversity. Diversity ratios - calculated as the percentage of distinct brands relative
to total product recommendations in each product category - ranged from 4.4% in men's fashion
to 9.8% in home & kitchen products. Brand concentration was most pronounced at the top
recommendation position (#1), with men's fashion exhibiting particularly high concentration: the
five leading brands captured 40.2% of the top 1 position, compared to 14% in Beauty & Personal
Care and 17-18% in other categories. Overall, the top position is highly concentrated, while lower
positions (1-10) show more diversity. These findings suggests a “winner-takes-much” dynamic at
the very top of recommendations.

Next, we examined outcomes across the two distinct contextual prompts. The “most sustainable”
shopping prompt demonstrated higher brand concentration in top 1 positions (14.3% vs. 12.7% for
value prompts), commanded premium prices (+$16.77 on average), and generated more positive
sentiment scores (61.8% vs. 58.2%), suggesting that different consumer searches may
systematically alter product recommendations.

Figure 10: API Simulations, Top 5 brands Concentration by Position and Category

13 https://openai.com/api/
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6. Discussion

7.1 Price effects of CRS

This extensive empirical study — the first to test real consumption choices across multiple CRS and
diverse product categories — provides compelling evidence that CRS, particularly when
customized to promote higher-priced items, exert systematic and measurable upward influence on
consumer spending. The observed price premiums relative to traditional search, ranging from
€0.93 to €1.30 depending on model specification, represent economically meaningful shifts in
consumer expenditure patterns given the bounded shopping allowance (€15) and price distribution.
This is a result that prior work predicted but had not demonstrated empirically (Gal and Zac, 2024).
The experiment also revealed differences between Gemini and GPT-based CRS, with the latter
increasing consumer spending more than that former.

Beyond documenting such price effects, our study is the first to disaggregate the underlying
influence mechanisms, offering more precise understanding of how CRS shape consumer
behavior. As we show, price differences persisted even after controlling for product quality ratings,
online shopping experience, and digital literacy. This decoupling of price from quality
demonstrates that CRS operate as active choice architects rather than passive information
providers, fundamentally challenging the neutrality of such algorithmic intermediation. Similarly,
trust in the CRS failed to explain the observed price effects.

Instead, our study uncovers two behavioral mechanisms that affect consumers’ spending: brand
exposure and linguistic framing. The analysis indicated a systematic shift in visibility: while
Amazon’s organic rankings prioritize “best sellers,” GPT-based recommenders direct consumer
attention toward established brand names. This shift confirms observational and theoretical studies
cited above, which suggest that CRS introduce or amplify biases in product visibility. Our finding
suggests that most relevant are conformity bias, where recommendations align with perceived
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high-status brands, and exposure bias, where certain products are consistently favored regardless
of sales rank or objective quality. Notably, we find no evidence of bias towards the most popular
products that consumers purchase. On its face, this finding contradicts the homogeneity bias
expected to emerge from the statistical nature of CRS (Shur-Ofry, 2024). Two potential
explanations may account for this. First, consumers may often search for information on branded
products even when they ultimately purchase alternatives. Second, branded products may be more
prominent in the training data due to their long-term reputation and visibility. Our findings show
that the well-recognized tactic of investment in brand signaling (Nelson, 1974) remains relevant
even in the age of CRS, where the signaling is now to an algorithm rather than a human.

The notion that consumer preferences are constructed rather than fixed, shaped dynamically by
framing, context, and comparison sets, has deep roots in behavioral science (Kahneman &
Tversky, 1974, 1981; Thaler, 1980; Tversky & Simonson, 1993; Ariely, 2008). Our results
contribute to this line of research by showing how CRS can operationalize these mechanisms in
real time. In particular, the Customized-GPT condition illustrates how strategic framing and
product exposure can jointly increase consumer expenditure, even in the absence of explicit
persuasion or quality differentials. Although our design does not permit a clean decomposition'*
of these effects, the overall pattern is clear: CRS systems function as choice architects, subtly
steering consumer behavior through a blend of linguistic nudging and curated option sets. This
aligns with emerging evidence on digital choice architecture (e.g., Werner et al., 2024) and
underscores a broader point: the deployment of LLM-powered systems will likely reshape
consumer welfare not (necessary) through overt manipulation, but through the systematic
structuring of decision environments.'®

Our findings raise significant concerns. Participants reported much higher levels of trust in the
Control condition than in GPT or Customized GPT, yet the latter groups still spent more and was
more engaged in the search. Furthermore, trust in GPT or Customized GPT was almost identical,

14 In this design, we could not fully separate two linguistic framing dimensions potentially at work in the CRS: (i)
taste formation, in which preferences are shaped through more appealing or emotionally engaging product
descriptions, and (ii) selective information provision, in which preferences are informed through curated factual
content (e.g., review summaries, comparative features, or by affecting preference fluency, Novemsky et al., 2007).
Our analysis captures the first dimension (Jones & Bergen, 2024), but not the informational one—for example,
whether the CRS supplied concrete, factual details about products. Distinguishing these “soft” and “hard” framing
dimensions would help clarify the mechanisms through which CRS increase spending. Taken together, the findings
suggest that affective tone, even when varied modestly, can subtly shape spending. At the same time, the relatively
modest effect sizes for linguistic variations indicate that framing likely operates through multiple, interacting channels
rather than through a single communication strategy.

15 The implied price premium, between €0.93 and €1.30 per item, translates into roughly €44 to €62 in additional
annual spending per user, assuming a typical monthly purchase frequency (4 items per month). Scaled to a population
of one million users, this effect amounts to approximately €44 to €62 million in additional annual expenditures. To
gauge the potential welfare implications, it is useful to consider how these higher prices interact with underlying
demand elasticities. Using the experiment’s average item price of €9.50 and a mid-range premium of €1.12, the
induced price increase represents an 11-12 percent rise. Applying an online demand elasticity of 0.87 (Zhang, &
Demirkan, 2021) the resulting deadweight loss is modest on a per-user basis (about €2.7 annually) but accumulates
meaningfully at scale, reaching roughly €2.7 million per million users per year, and 920 million for the US population
(2025). These figures are in addition to the pure transfer from consumers to sellers and platforms generated by higher
baseline spending. Taken together, the evidence suggests that customized recommendation systems can systematically
shift consumers toward higher-priced options, generating large aggregate transfers and non-trivial efficiency losses
once deployed at population scale.
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suggesting that participants remained largely unaware of higher levels of manipulative steering.
The fact that users of CRS reported higher engagement levels than the Control group further
strengthens this concern, as one would expect that the more a consumer is engaged, the more he
or she would notice manipulations and bias.!'® The relevance of this finding is further strengthened
by claims that GPT is systematically prompted to increase user engagement in order to keep users
on the platform (Grosser and Bro Pold, 2025), implying that other — potentially external —
mechanisms might be needed to protect consumers against manipulation and bias.

Our finding that observed dissatisfaction is not driven by the behavioral nudging mechanism per
se, but rather by the introduction of CRS as a tool for shopping, may be time-dependent. It may
reflect the early stage at which the experiment was conducted, in which participants were not
accustomed to the use of CRS for shopping, and is likely to diminish as consumers become more
accustomed to using CRS in commercial contexts, or as developers design more enjoyable CRS
interfaces. Our findings regarding ratings of difficulty of use reinforce this interpretation.

Overall, the combination of higher spending despite increased engagement, unchanged product
quality and lower trust, highlights a troubling asymmetry: CRS can modify behavior beneath
conscious awareness, inducing consumers to pay more — while not paying the price of nudging —
similar to other cases of online manipulations (Luguri & Strahilevitz, 2021; Zac et al., 2023).

The implications of our findings extend beyond individual consumers to encompass broader
market competition concerns. Whereas earlier generations of RS primarily altered visibility by
ranking products, CRS add an interactive, conversational layer that deepens their ability to shape
consumer preferences, thereby amplifying structural risks already associated with RS. The
elevation of brand prestige over marketplace performance redistributes visibility in ways that are
largely invisible to consumers yet highly consequential for firms. At scale, these effects reduce
competitive neutrality, lead to concentrated markets where algorithmic preference rather than
product merit determines success, entrench incumbents and raise barriers for innovative or lower-
cost entrants. As Al adoption accelerates, a new form of market power may emerge, where
algorithmic persuasion — rather than product merit or competitive pricing — determines success,
with consumers unwittingly aiding this transformation through their Al-effected purchase
decisions.

The recent emergence of Al gents may further exacerbate these concerns. During our study period
(March—July 2025), most consumers lacked access to this technology. Since then, however, major
firms have introduced prototypes of such agents capable of autonomous shopping assistance
(ARS), including OpenAl's Operator (OpenAl, 2025) and Google's Project Mariner (Google labs,
2025). ARS reduce consumer involvement in purchasing decisions, widening the gap between how
products are selected and consumers' knowledge and understanding of how that choice is made
(Blickstein-Shchory and Gal, 2022). Accordingly, they further reduce the extent to which we can
rely on consumer awareness and involvement to limit RS bias, especially when all the freely
available ARS might be biased.

16 This finding might partly be driven by experimental limitations whereby participants may be incentivized to report
that they were engaged in the experiment.

24



7.2 Mitigation strategies: Market and Regulatory Solutions

Mitigation strategies can be conceived along three dimensions: algorithmic design, legal liability,
and consumer empowerment. The deployment of such strategies spans multiple stakeholders — RS
operators, users, and regulators — each offering sometimes distinct yet often complementary
mitigation tools. All must be carefully calibrated to avoid undermining firms' competitive and
innovative incentives in ways that could ultimately harm social welfare.

At the design level, interventions include diversity-enhancing re-ranking and fairness constraints
designed to reduce systematic overexposure to particular brand categories. Our findings suggest
that targeted interventions should prioritize curbing brand-conformity bias and establishing
oversight mechanisms for CRS prompt design to prevent deliberate steering toward higher-priced
items without corresponding quality improvements. Schinkel and van Oosten (2024) suggest a
variant of such intervention by employing "smart cuts" that separate commercial incentives from
recommendation logic, thereby reducing economic incentives for price-steering behavior. Their
solution, however, does not address all the types of biases identified in our experiment, such as
those resulting from bias in the learning data.

Regulatory frameworks offer complementary tools. Existing laws already address some of the
mechanisms identified in our experiment, or their results. To illustrate, consumer protection laws
prohibiting unfair or deceptive acts or practices, particularly those prohibiting Dark Patterns —
adaptive, data-driven interfaces that manipulate decision-making and generally operate below user
awareness (FTC, 2022) — apply directly. Competition law prohibitions on erecting artificial entry
barriers by firms with market power, and laws prohibiting self-preferencing (EU Digital Markets
Act 2024; Motta, 2023) can apply where CRS promote their own brands. In addition, fiduciary
duties may be interpreted to mandate RS operators to act loyally in consumers' best interests
(Blickstein-Schory and Gal, 2022). Effective application of these regulatory tools requires
empirical understanding of how CRS actually affect consumer conduct and market competition —
precisely the evidence this study provides.

Transparency requirements, such as disclosures regarding recommendation criteria, manipulation
tactics used, and potential conflicts of interest (Tintarev and Masthoff, 2011), could potentially
reduce the effectiveness of covert framing mechanisms identified in our study by altering
consumer trust in algorithmic decisions. Their efficacy, however, is constrained by two main
factors: consumers' limited attention to disclosure information (Ben Shachar and Schneider, 2014)
and habituation effects, whereby repeated exposure to warnings reduces their salience and
behavioral impact (Acquisti et al., 2017; Sunstein, 2020).

Finally, consumers can deploy algorithms as self-help remedies to counteract manipulations by
CRS (Gal and Elkin-Koren, 2017). This mitigation strategy involves consumers utilizing ARS
specifically designed to counteract CRS manipulation and bias, by executing purchases based on
user-defined parameters rather than platform recommendations. Such algorithmic consumers can
generate substantial welfare benefits by reducing search costs, personalizing purchases to
individual preferences, and protecting users from manipulative interface designs. They represent
a form of distributed agency where consumers become part of the socio-algorithmic assemblage,
using technology to counter the influence of other technological systems (Kotliar, 2021). However,
their effectiveness depends, inter alia, on ensuring that consumer agents genuinely serve user
interests (Stucke and Ezrachi, 2017) and on their access to data.
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To demonstrate the potential of algorithms as self-help remedies, we experimented with
algorithmic detection of the manipulative behavior. Our goal was to examine whether a neutral
LLM could identify steering practices by classifying our experimental conversation transcripts as
either neutral (generated by standard GPT) or manipulative (generated by Customized GPT).
Classification performance demonstrated moderate success. For manipulative conversations, the
model achieved precision of 0.636 and recall of 0.400 (F1-score 0.491). For neutral conversations,
precision was 0.567 with recall of 0.775 (F1-score 0.655). The weighted average F1-score reached
0.574. Performance improved through prompt refinement and data filtering: implementing a
3,000-character minimum threshold increased accuracy by approximately 10%, though this
reduced the usable sample by 70%. Classification accuracy was limited by the fact that many
transcripts were heavily summarized, or generated by the manipulative system itself, potentially
obscuring explicit steering cues that would aid detection. These findings suggest potential
applications for both private consumer protection and regulatory oversight. Rather than relying
exclusively on ex-ante compliance reporting as mandated under frameworks like the EU Digital
Markets Act (Regulation 2022/1925), regulators and consumers could deploy neutral LLM
overseers to continuously detect steering toward higher-priced products, preferred brands, or self-
preference in real-time, triggering consumer alerts or human review processes. This monitoring
approach, echoing insights from prior digital markets regulation (Zac et al., 2025), would
operationalize protective nudging by leveraging Al capabilities to detect and deter covert
manipulation within Al-mediated commercial environments. It also helps overcome the problem
of consumer awareness of potential bias that our study exposed.

8. Conclusion

This study contributes to scholarship and policy debates on algorithmic intermediation. It provides
robust experimental evidence that CRS can systematically elevate consumer spending, even in the
absence of quality improvements or higher trust. By combining the persuasive power of
conversation with hidden biases in exposure and framing, CRS elevate prices and privilege
incumbents, all while operating beneath conscious awareness. What makes this finding particularly
troubling is the ease with which CRS can be designed to manipulate consumers — requiring
minimal technical sophistication yet potentially yielding substantial behavioral effects.
Furthermore, its mechanism analysis offers theoretical foundations for understanding which
mechanisms enable CRS to alter the decision-making processes. Conceptually, the study
demonstrates that CRS can function not merely as neutral information filters but as active choice
architects, capable of steering consumer preferences through subtle linguistic framing and strategic
brand exposure. As these lines are written, the CRS market is rapidly expanding, and firms are
using millions of online interactions to test how to steer users toward higher spending, or
optimizing recommendations for the highest bidder. Policymakers must consider whether existing
regulatory frameworks adequately address the risks posed by CRS, which combine persuasive
capabilities with increasingly sophisticated behavioral targeting.

The study also contributes methodologically, developing and applying novel methods for
investigating Al-mediated choice architecture. Its experimental framework provides a replicable
methodology for assessing RS influence on consumer behavior. Furthermore, the integration of
controlled experimentation with large-scale simulations demonstrates the potential for hybrid
research designs that combine internal validity with external generalizability, addressing
traditional limitations of laboratory-based research.
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While the results point to a capacity for CRS to alter consumer choices, they are drawn from a
single-task laboratory setting and should not be generalized without caution. Future research
should extend these findings across diverse product categories, consumer demographics, and
cultural contexts to establish the persistence and scale of these effects. Longitudinal studies
examining adaptation and learning effects will be crucial for understanding whether observed
manipulations persist as consumers gain experience with CRS. Additionally, comparative analyses
across different CRS architectures and training methodologies may illuminate the specific design
features that generate behavioral influence, informing both regulatory interventions and
technological development priorities. The development of detection mechanisms for identifying
and mitigating manipulative algorithmic behaviors represents another critical research frontier.
Finally, future research should examine how suppliers strategically respond to algorithmic
recommendations of the type we identify, particularly whether such responses amplify or mitigate
competitive concerns over time. It should also examine how competition between the different
CRS shapes their outcomes, especially once consumer Al agents are introduced. Nonetheless, the
experimental evidence provides a strong and much needed factual basis for ongoing debates about
the economic and regulatory implications of Al-powered recommendation systems.
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Appendix A

Instructions for control participants

General Information

You will be given 15 euros allowance to shop for an item on Amazon. You may choose the item
from a few options. The product must be priced at a maximum of 15 euros. The product you will
buy can be sent to the university address or to your house, depending on your preference. If you
choose to deliver to the university, you will be informed about how to pick it up. Otherwise, you
are free to buy any product you want. Every euro left in your allowance will be given to you at the
end of the task, in addition to 5 euros compensation for your time. For example, if you buy an item
for 7 euros, you will receive the item you selected, and the additional 8 euros left in your allowance
plus 5 euros for the time spent. You have 10 minutes to shop for the item, and 5 more minutes to
answer a short survey about your shopping experience.

You will not be able to leave the lab before the time ends, so please do not rush. You are not
allowed to communicate with other participants, but you are allowed to contact the researchers
for technical issues or questions you may have. You can raise your hand if you need assistance.

Please follow the guidelines and begin the study.
Please choose a specific search query to shop for an item you would like to buy online on the
Amazon shop from the list below.

Black t-shirt (1)

Long sleeve t-shirt (2)

Sweatpants(3)

Your task is to go online and use the search query to find the product you would like to buy.

For example, you may ask for product recommendations based on your specific preferences or
just use the search term in any search engine you know. You are free to use any search engine or
website.

You have to buy 1 item, maximum 15 euros.

Do not log into any personal account (e.g., Google, Amazon or such). Do not change the
language in the search engine or Amazon, the chosen language should be English.

Find the product on https://www.amazon.com/. Make sure to open Amazon in a new tab and keep
both tabs open until the end of the experiment. Also make sure that on the upper left side of the
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screen, "Deliver to Netherlands" is chosen. If it already says "Netherlands," click on "Dismiss,"
as shown in the example below.

After finding the product on Amazon and adding it to the Shopping Cart (see example below),
signal the researcher with a raise of hand to approve the purchase.

The researcher will confirm the item is within the allowance limits (15 euros) and will instruct
you to continue to the survey on this tab, while they process and complete your purchase.

Unique Instructions for Conditions 2 and 4 participants (GPT and Customized-GPT)

Your task is to go online and use the search query to find the product you would like to buy. You
will use ChatGPT, which is a chatbot that uses natural language processing to create humanlike
conversational dialogue. To do this, please go to https://chatgpt.com/ and login with the details
[xx]. Make sure to open it in a new tab.

You are expected to use ChatGPT as a shopping assistant. For example, you may ask for product
recommendations based on your specific preferences. You are only allowed to use ChatGPT to
search.

You have to buy 1 item, maximum 15 euros. Do not log in to any personal account (e.g., OpenAl,
Amazon). Do not change the language in ChatGPT or Amazon; the chosen language should be
English. Find the product on https://www.amazon.com/. Make sure to open it in a new tab. Always
keep your survey, ChatGPT, and Amazon tabs open until the end of the experiment.

Also make sure that on the upper left side of the screen, "Deliver to Netherlands" is chosen. If it
already says "Netherlands,"” click on "Dismiss," as shown in the example below.

After finding the product on Amazon and adding it to the Shopping Cart (see example below),
signal the researcher with a raise of hand to approve the purchase.

The researcher will confirm the item is within the allowance limits (15 euros) and will instruct you
to continue to the survey on this tab, while they process and complete your purchase. Note that
product recommendations from ChatGPT may provide invalid links. This is normal. You are free
to ask for another link or proceed to Amazon and search for the same product manually.

Appendix B - LLM Use Subgroup Analysis

To explore whether the main treatment effects were moderated by actual engagement with the
LLMs, we conducted a subgroup analysis including only participants who indicated they had used
the LLM (GPT, Gemini, or Customized-GPT), alongside the full Control group. This comparison
allows us to isolate potential behavioral effects among those who were actively exposed to the RS,
offering a more focused test of their influence.

We repeated the main analysis first with the binary treatment effects. This binary treatment

analysis revealed a statistically significant difference in average price: participants in the Treated
group spent €10.48 on average, compared to €9.20 in the Control group (¢ =-2.36, p =0.020). The
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95% confidence interval for the difference in means ranged from —2.35 to —0.20, reinforcing the
conclusion that LLM exposure-irrespective of model-was associated with higher consumer
spending.

The results of a one-way ANOVA (between treatment arms) revealed a marginally significant
overall effect of treatment on price in this restricted sample (F(3, 159) =2.47, p = 0.064). Post-hoc
Tukey tests showed a statistically significant difference between the GPT and Control groups (p =
0.050), with participants in the GPT condition spending on average €1.65 more than those in the
Control group. No other pairwise comparisons reached statistical significance. These findings
suggest that the observed effects in the full sample were not merely artifacts of random variation
but driven by those who actively engaged with the language models.

Visually, the bar plot (Figure A1) illustrates this pattern, with the GPT group displaying the highest
average price among all conditions, followed by Customized-GPT and Gemini. Although these
differences are not uniformly significant, the direction and magnitude of the effects align with the
main analysis. Taken together, this robustness check reinforces the interpretation that interaction
with the GPT-based assistant can increase participants' spending, while highlighting the need for
caution due to the relatively modest statistical power in this subgroup.

Figure A1: mean Price by treatment (restricted sample - LLM used)

Mean Price by Treatment (LLM Users + Control, 95% CI)

12-
n=fH2
n=44
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n=68
g-

Mean Price (€)

' ' ' '
Control GPT Gemini Evil-GPT
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Appendix C - Power and Balance Analysis

To assess the statistical sensitivity of our experimental design, we conducted a post-hoc power
analysis using the observed data from all participants. The goal was to estimate the effect size
observed in the current sample, calculate the achieved power for detecting this effect, and
determine the sample size required to reach conventional thresholds for adequate statistical power
(i.e., 80%).
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Using the observed group means and standard deviations in participants' spending (WTP), we
estimated the effect size for a one-way ANOVA across treatment groups. The resulting Cohen's f
was 0.186, which corresponds to a small-to-moderate effect size. The associated eta-squared value
was 0.033, indicating that approximately 3.3% of the variance in WTP can be attributed to the
treatment condition.

Given the current sample size-based on the smallest treatment group (n = 56)-the estimated
statistical power to detect the observed effect was approximately 63.1%. While this power level is
acceptable for exploratory work, it falls below the commonly accepted threshold of 80%,
suggesting a moderate risk of Type II error (i.e., failing to detect a true effect). This suggests that
some effects-particularly those that approached statistical significance-may have gone undetected.
However, given the rapid evolution of the underlying technology, replicating the study with a
larger sample is challenging. Instead, we chose to proceed with analysis and invite further
investigation by the broader research community.

To assess whether random assignment successfully created comparable groups at baseline, we
conducted balance tests on several pre-treatment covariates. These included participants’ age,
gender, trust in Al tools (using the adapted Lau & Lee scale), digital literacy, and prior online
shopping experience. Means were computed for each treatment group, and overall group
differences were tested using ANOVA for continuous variables and a chi-square test for gender.

Covariates were generally well balanced across groups. There were no statistically significant
differences across treatment arms for gender (p = 0.063), digital literacy (p = 0.068), or shopping
experience (p = 0.724), suggesting effective randomization on these characteristics. However,
there were significant differences in trust scores (p < 0.001) and a marginal difference in age (p =
0.030), which were controls for using the regression adjustment. Overall, the results indicate
satisfactory baseline comparability, with most covariates showing no meaningful imbalance across
treatment arms.

Appendix D - Bootstrapping Analysis

We next assess the robustness of our main findings (table 2) using nonparametric bootstrap
inference (B = 1,000 resamples), structured in parallel to the binary and group-treatment
specifications.

In the binary-treatment models, the CRS vs. Control comparison yields a positive and marginally
significant effect on selected price, consistent with previous results. The estimated coefficient
remains stable — approximately €0.89 to €0.93 across Models 1 and 2 — and bootstrap standard
errors closely mirror their HC1 counterparts (ranging from 0.513 to 0.527 versus ~0.505 to 0.510).
Substantive inference remains unchanged: exposure to any Al-based assistance produces a modest
but robust increase in spending.

The group-treatment models (Table D1) similarly confirm the main findings. The Customized-
GPT condition consistently generates a statistically significant price increase across specifications,
with estimates in the range of €1.26 to €1.29 and corresponding bootstrap standard errors between
0.55 and 0.57. The GPT condition remains positive and significant in simpler models, but — as in
prior analyses — the effect attenuates and becomes statistically non-significant once full controls
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are added. The Gemini condition remains small and statistically indistinguishable from zero
throughout. Covariates behave as expected: task duration has no meaningful effect; product
indicators remain influential (especially the sweatpants category); and demographic and attitudinal

variables (age, gender, trust, shopping experience, and digital literacy) do not significantly predict
selected price.

Taken together, bootstrap inference supports the stability and internal consistency of our results.
The key treatment effect — an approximately €1.30 increase associated with Customized-GPT — is
robust to sampling variability and aligns with both conventional and heteroscedasticity-robust
inference. These results reinforce our confidence that the observed effects are not driven by group
imbalances or distributional assumptions.

Table D1: Bootstrap SEs — Group Treatment Effects

Dependent variable: Price

Model 3 Model 4 Model 5

GPT 1.142" (0.607) 1.048 (0.575) 0.903 (0.605)
Gemini 0.148 (0.653) 0.127 (0.664) 0.086 (0.698)
Customized-GPT 1.293™ (0.547) 1.293™ (0.564) 1.256™ (0.573)
Age 0.014 (0.068) 0.005 (0.066)
Gender (Female) -0.456 (0.388) -0.637 (0.413)
Duration (minutes) 0.001 (0.006)
Trust -0.132 (0.223)
Shopping Experience 0.201 (0.174)
Digital Literacy 0.229 (0.507)
Product (Longsleeve) 0.534 (0.448)
Product (Sweatpants) 1.415™ (0.496)
Constant 9.201"" (0.459) 9.228™" (1.470) 7.877" (2.530)
Observations 265 265 265

R? 0.032 0.037 0.073
Adjusted R? 0.021 0.019 0.033

Note: OLS with bootstrap standard errors (B=1000). Standard errors in parentheses. *** p < 0.01, ** p < 0.05, * p<
0.1.
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